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ABSTRACT
ECC is an asymmetric encryption providing a comparably
high cryptographic strength in relation to the key sizes employed. This makes ECC attractive for resource-constrained
systems. While pure hardware solutions usually offer a good
performance and a low power consumption, they are inflexible and typically lead to a high area.
Here, we show a flexible design approach using a 163-bit
GF(2m) elliptic curve and an 8-bit processor. We propose
improvements to state-of-the-art software algorithms and
present innovative hardware/software codesign variants. The
proposed implementation offers highly competitive performance in terms of performance and area.
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1.

INTRODUCTION

Radio Frequency Identification (RFID) is a popular technology when it comes to automatically identifying people and
goods wirelessly. In contrast to simple ID transmission applications, security relevant applications require cryptographicbased authentication. Public-key cryptography provides a
simpler key management than symmetric cryptography, since
no secret key is required on the readers side [20]. Thus,
public-key cryptography is more reasonable in open-loop applications. Compared to conventional public-key algorithms
like RSA, ECC can achieve the same level of security with
shorter key sizes. However, since the resources of an RFID
tag are extremely limited, the implementation of ECC on
such tags is a challenging task.
To achieve a reasonable computation time, previous implementations of ECC on RFID were mainly based on pure
hardware solutions. However, development teams need flexible systems in order to react quickly to changing demands of
the market. Flexibility can be achieved by using a lightweight
microprocessor.
We present several options of partitioning hardware and
software to offer a good runtime performance. The main
contributions of this paper are:
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• It proposes an algorithm for binary field multiplication
in software that achieves a good performance with low
storage requirements.
• It introduces a novel method of hardware/software codesign of ECC by presenting a small hardware extension that significantly speeds up the software implementation.
• It offers approaches for further hardware extensions
like instruction set extensions and a coprocessor for
binary multiplication.

2.

THE RFID-TAG ARCHITECTURE

The target application of the presented ECC architectures
are RFID tags which can range from a low-capability device
(e.g. for pet identification) to a powerful contactless smartcard (e.g. for biometric passports). The modules of a typical
tag IC are an analog front end, a digital control unit and a
Non-Volatile Memory (typically realized as EEPROM). The
area of RFID tag ICs range between 0.25 and 10 mm2 [12].

2.1

The Microprocessor

In order to implement the control unit an 8-bit proprietary
processor offering a reduced instruction set for RFID is used.
Compared to hardwired state machines, the programmable
framework supports a more efficient development of RFID
products. Since the processor is very small (∼2.5 kGE) and
energy-efficient (the average power consumption is between
11.6µW/MHz and 26µW/MHz), the processor is ideal for
resource-constrained applications.
The processor is based on the Harvard architecture with separate pathways for instructions and data and can be classified as a load-and-store architecture. The processor features
16 general purpose registers (GPRs) and 30 instructions. All
basic instructions of a microprocessor such as binary operations, addition, subroutine functions, and branch-conditions
are supported. Although there is a shift-left instruction,
there is no shift-right functionality. Furthermore, the processor does not feature a multiplication operation. All instructions, can be executed within one clock cycle, except
memory accesses to ROM, which require two cycles.
Primarily, the processor was designed for RFID communication protocols according to ISO/IEC 15603 or ISO/IEC
14443. However, it can also be used for more advanced calculations as shown in this paper.

3.

ECC DESIGN DECISIONS

Designing an ECC-based system involves decisions on the
following hierarchical levels: Security protocol, elliptic curve
arithmetic and field arithmetic including field operations.
Our design decisions on each of these levels are outlined in
the next two sections. Since the field operation multiplication accounts for the majority of runtime, the remainder of

Input: a(z) and b(z) of degree at most m − 1
Output: c(z) = a(z) · b(z) of degree at most 2m − 2
Compute all Bu = u(z) · b(z) where deg{u(z)} < w
for k ← (8/w) downto 0 do
for j ← 0 to 20 do
u = (uw−1 , ..., u1 , u0 ), where ui is bit (wk + i) of A[j]
for i ← 0 to 20 C[i + j] ← C[i + j] ⊕ Bu [i]
end for
if (k 6= 0) C ← C · z w
end for

this paper focuses on proposals for effective multiplication
implementation methods.

3.1

Security Protocol and Elliptic Curve
Arithmetic

Our implementation establishes a one-way authentication of
RFID tags and is based on the work of Bock et al. [5].
The authentication is implemented by a challenge-response
protocol requiring one point multiplication on the tag. A
Montgomery multiplication operating on projective coordinates including several protections against side channel attacks establishes the point multiplication as presented in [5].

3.2

Field Arithmetic

Standards define elliptic curves over prime fields GF(p) or
binary fields GF(2m ) [6]. The hardware support of processors offering a multiplier, favours the usage of prime fields
[10, 22, 6]. However, it has been demonstrated that softwarebased ECC can achieve better performance using binary
fields [19]. Since our processor does not feature a hardware multiplier and the usage of binary fields eases further
hardware accelerations [6], we use binary fields GF(2m ) in
polynomial base representation.
The parameter size m is 163, thus one element is stored in
21 words. Throughout this document A[i] refers to the ith
word of an array representing the binary vector representation of an polynomial a(z). Whereby A[0] stores the lower
and A[20] stores the higher coefficients.
Note, the protocol and point multiplication do not require
an inversion operation. Thus, to compute the Montgomery
multiplication the following field operations are required:
addition, reduction, squaring and multiplication.

3.2.1

Addition

This operation only requires a word-wise XOR (binary addition) of both addends.

3.2.2

Reduction

Modulo reduction c(z)=cd (z) mod f(z) reduces the output of
a field multiplication cd (z) with a field size of (2m-1) to a
size of m using a irreducible polynomial f(z)=z m +r(z) .
Basically, the reduction algorithm goes through all coefficients cj of cd (z) that have to be reduced and adds z j r(z)
to cd (z), if the coefficient is one. The elliptic curve parameters we use define an irreducible polynomial where two 8-bit
words are needed to store r(z).
For acceleration, we use two lookup tables (LUTs) to store
precalculated additions of shifted r(z). They require 288
bytes in total. Since shifts z j r(z), where j≥8, can be achieved
with array indexing, the reduction can be calculated without
shifts during runtime.

3.2.3

Squaring

Squaring can be achieved by inserting zeros between two
consecutive bits, as described in [6]. To square the element
A, every nibble of the lower words (A[0] to A[10] ) is expanded to a 21-word element with a 16-byte LUT.
The expansion of the remaining words of A would result in
words, which have to be reduced afterwards. However, we
take advantage of the fact that when squaring an element,
every second bit is zero and implement an interleaved reduction similar to the standard reduction. We use two 32-byte
LUTs to reduce the number of shifts and additions during
runtime.

3.2.4

Multiplication

The runtime of the binary field multiplication represents the
main factor for the overall performance. Thus, below we
will describe novel methods for accelerating the binary field
multiplication.

Figure 1: Left-to-right binary field multiplication.
Adapted from [6].

3.3

Enhanced Binary Field Multiplication

A well-known approach for the binary field multiplication is
the left-to-right (l-t-r) comb method as shown in Fig. 1. The
algorithm calculates C = A · B by processing w bits of every
word of A at a time and requires precalculation of multiples
of B. The choice of w comes with a trade-off between memory requirements and performance. In general, the number
of precalculated elements equals 2w −1. For example, if w=2
the products B1 = B, B2 = 2d · B, B3 = 3d · B are precalcuated and stored. Note that B0 = 0 · B does not need to
be stored, since it is always zero. To accelerate the calculation, the window size could be increased to w=4. However,
this would require the storage of 15 elements requiring 315
byte RAM, which is often not appropriate for a resourceconstrained device such as an RFID tag.
To achieve a good performance with low storage requirement, we propose a novel enhancement of the l-t-r comb
method. The idea is to perform fewer precalculations and
calculate more during runtime by ignoring the last term of
u(z) in the precalculation phase. Only those Bu = u0 (z) ·
b(z), satisfying deg{u(z)} < w and u0 (z) = {uw−1 z w−1 +
... + u2 z 2 + u1 z} are determined and stored. Put simply,
only the Bu , where u is even, are considered for precalculation. Additionally, B1 = B is stored. This reduces the
number of stored elements to 2w−1 . For example, choosing a window size of w=4, requires only eight elements (168
bytes) to be stored in RAM.
The enhanced algorithm is shown in Fig. 2. The precalculation procedure can be designed to reduce the number
of required shift operations by combining already calculated
elements. If w=4 the outer loop has to be executed two
times. If the processed nibble u of A is even, it is only necessary to add the corresponding Bu to the accumulator C.
If u is odd, u0 is determined by setting the last bit of u to
zero. Thereafter, Bu is read from RAM and additionally B1
is added to C. In simple terms, if for example u = 7d , then
B7 = 7d · B is calculated as follows: B7 = 6d · B + B. The
term B6 = 6 · B is determined by reading B6 from RAM.
Thus, only the additional addition of B1 is calculated during
runtime.

3.4

Binary Field Multiplication using Virtual
Addressing

Here we explore an innovative small-footprint hardware extension approach to speed up the multiplication by reducing
the number of pointer calculations and memory accesses.
Typically, dedicated coprocessors or instruction set extensions accelerate ECC. We propose using the idea of virtual
addressing to design a hardware accelerator.
Many procedures needed for the calculation of ECC access
memory consecutively and hence require many pointer calculations. Loop unfolding can reduce the number of pointer
calculations, but involve a large increase of code size.
Virtual addressing allows for the use of static coded addresses (virtual addresses), without increasing the code size
significantly. This can be achieved by inserting a virtual
address logic between the processor and the external RAM
as shown in Fig. 3. Whenever the microprocessor accesses

Input: a(z) and b(z) of degree at most m − 1
Output: c(z) = a(z) · b(z) of degree at most 2m − 2
B1 ← B; B2 ← B · z; B4 ← B2 · z; B8 ← B4 · z; B6 ← B4 ⊕ B2 ;
B10 ← B8 ⊕ B2 ; B12 ← B8 ⊕ B4 ; B14 ← B12 ⊕ B2
for k ← 1 downto 0 do
for j ← 0 to 20 do
if (k = 1) u = (A[j]  4)) else u = A[j]
if bit 0 of u is set and u 6= 1 then
for i ← 0 to 20 do
u0 = u0 &0x0E
0
C[i + j] ← C[i + j] ⊕ Bu
[i] ⊕ B1 [i]
end for
else if u 6= 0 then
for i ← 0 to 20 C[i + j] ← C[i + j] ⊕ Bu [i]
end if
end for
if (k 6= 0) C ← C · z 4
end for

Figure 2: Enhanced left-to-right comb multiplication
with windowsize w = 4.

Figure 3: Principle of virtual addressing.
an address in a virtual address range, the virtual address
logic translates the address into a physical address. The
microprocessor can influence the address mapping by setting configuration parameters. This is achieved by writing
the desired value of the parameter to a predefined address.
Registers within the virtual address logic store the parameters.
The basic idea of virtual addressing can be illustrated with
the acceleration of a binary addition A=A+B. A straightforward implementation would keep the addresses of A[0] and
B[0] in registers. After loading, XORing and storing the
words, the address registers would be increased to process
the next words. These pointer additions can be outsourced
to hardware by using two 21-byte virtual elements V EA and
V EB . Parameters called parA and parB could indicate to
which physical addresses the virtual elements should point.
For example, if parA is one, then V EA points to the first
21-byte of the RAM, if parA is two, then V EA points to the
second 21-byte, and so on.
In the following, we show how virtual addressing can be used
to speed up the l-t-r comb multiplication. We illustrate the
approach by using a word size of W=8, a window size of
w=4 and 13 available GPRs. However, the method could
also be adapted for other conditions.

3.4.1 Virtual Address Logic
The virtual addressing concept includes one 22-byte virtual
element. Five parameters are used for the address mapping.
The determination of u and calculation of the start address
of Bu (see Fig. 1) can be outsourced to the virtual addressing logic by using two parameters: element and addr mode.
The parameter element is set to the processed word of A
and addr mode defines which bits are used to determine u
as shown in Equation 1. Thus, u indicates which window is
currently being processed.

element[7 : 4] when addr mode = 0
u=
(1)
element[3 : 0] when addr mode = 1
To achieve a shifting of Bu , the parameters neg offset and
offset are used according to Equation 2.
V E[i] −−−−−→ Bu [i + offset − neg offset], i = {0, 1, ..., 21}
maps to

(2)
Furthermore, there is a parameter shiftC to shift the accumulator C as shown in Equation 3.
C[i] −−−−−→ C[i + shiftC], i = {0, 1, ..., 40}
maps to

(3)

3.4.2

Binary Field Multiplication Algorithm

Fig. 5 shows the proposed algorithm for implementing a l-tr comb multiplication using the virtual addressing features.
First, the required multiples of B are precalculated and
stored in RAM. To keep the address logic simple, we assume that all Bu elements are subsequently stored in RAM.
The virtual addressing mechanism does not influence the
precalculation step.
The processing of the first window starts by setting the parameter addr mode to zero. Then, the algorithm has to go
through all words of A and add the corresponding Bu to
C. The determination of u depending on the currently processed word of A is outsourced to the virtual addressing logic
by setting the parameter element to the currently processed
word of A. This causes a mapping of the virtual element to
the currently required Bu .
These additions represent the most expensive part of the
multiplication, due to the high number of required wordwise additions (see Fig. 6). Nearly all words of C, which are
affected during one addition, are manipulated again by the
successive addition. Using virtual addressing it is possible
to perform the operations on these bytes of C, which are
altered most frequently, with registers: Instead of loading
values from memory and storing the altered content back
to the same position, all operations which target these addresses are performed with predefined registers.
The algorithm using the virtual addressing contains two subroutines implementing successive word-wise additions with
the virtual element. It is possible to jump to every single
word-wise addition. For example, to process A[0], all wordwise additions of the first subroutine are executed. The virtual addressing logic is configured so that V E[0] points to
Bu [0], V E[1] points to Bu [1] and so on.
When processing A[1], C[0] is not affected (see Fig. 6).
Thus the algorithm jumps into the second word-wise addition of the first subroutine. Then, 20 word-wise additions
are performed starting with the addition of V E[1] to C[1].
It is then necessary to add Bu [0] to C[1]. Thus, the parameter neg offset is set to one before calling the subroutine.
This causes the virtual address logic to map V E[1] to Bu [0],
V E[2] to Bu [1] and so on. The last word-wise addition is
realized with the second subroutine by calling ADD B2 1
and setting the parameter offset to 9. V E[12] then points
to Bu [12-neg offset+offset]=Bu [20]. Thus, Bu [20] is added
to C[21].
The remaining words of A are processed in a similar way.
The pattern of processing the first and second half of A is
very similar to that shown in Fig. 6. The processing of
the words A[10] to A[20] can use the same code of the implementation realizing the processing of A[0] to A[9], when
shifting the accumulator C. This is realized by setting the
parameter shiftC before performing the remaining additions.
After processing the first window, the parameter addr mode
is set to one to process the second window of every word of
A, and the whole procedure is repeated.

3.4.3

Advantages of Virtual Addressing

As stated above, the word-wise additions represent the most
time consuming task of the binary field multiplication, since
they are executed very often. As shown in Fig. 6, 882 such
word-wise additions are required for processing both windows. A straight forward assembler implementation of a
word-wise addition would require six instructions as shown
in Fig. 4. Outsourcing the pointer calculations to hardware
reduces the number of required instructions to four.
Additionally, the approach also reduces the number of memory accesses. By storing some intermediate results in 13
GPRs, it is possible to eliminate the need for memory accesses for 538 word-wise additions. This means that only
two instruction are required.
Consequently, this saves about 2,100 instructions per multiplication while introducing a small overhead of about 100

Figure 4: Assembler implementation of a word-wise
addition with/without virtual addressing.
Precalcuate all Bu
Aptr ← address of A[0]
ADDR MODE ← 0
call PROCESS WINDOW
ADDR MODE ← 1
call PROCESS WINDOW
return
PROCESS WINDOW:
Reset all registers
SHIFTC ← 0
for k ← 0 to 9 do call MULT LOOP
Store and load registers from/to C
SHIFTC ← 10
for k ← 0 to 10 do call MULT LOOP
return

. see Fig. 6

Figure 6: Illustration of additions stated in Fig. 5
for processing the first window. To process the second window, the bits [3:0] of the currently processed
A are used to determine u.

MULT LOOP:
ELEMENT ← value stored in Aptr
Aptr ← Aptr + 1
NEG OFFSET ← k
call ADD B1 [k]
if k 6= 0 then
OFFSET ← 9
call ADD B2 [k]
return
ADD B1
ADD B1
...
ADD B1
ADD B1
ADD B1
...
ADD B1
return

0: C[0] ← C[0] ⊕ V E[0]
1: C[1] ← C[1] ⊕ V E[1]

3.6

Next, we present a low-cost coprocessor for outsourcing the
whole field multiplication and reduction to hardware.
. Subroutine 1

7: C[7] ← C[7] ⊕ V E[7]
8: R0 ← R0 ⊕ V E[8]
9: R1 ← R1 ⊕ V E[9]
20: R12 ← R12 ⊕ V E[20]

ADD B2 10: C[30] ← C[30] ⊕ V E[21]
ADD B2 9: C[29] ← C[29] ⊕ V E[20]
...
ADD B2 1: C[21] ← C[21] ⊕ V E[12]
OFFSET ← 0
return

. Subroutine 2

Figure 5: Algorithm implementing the l-t-r comb
method using virtual addressing.
instructions for setting the parameters for virtual addressing
(see Fig. 5). The principles of virtual addressing could also
be adapted to speed up other cryptographic algorithms.

3.5

Lightweight Coprocessor for Binary Field
Multiplication

Instruction Set Extension

A well-known approach for accelerating a software implementation is to expand the microprocessor to support specific instructions. We examined two additional instructions,
which lead to a significant performance improvement: a
shift-right instruction and an instruction to load a value
from RAM and XOR it with a register. Both operations
are executed during one clock cycle. These extensions accelerate ECC and other cryptographic algorithms such as AES
as well.

3.6.1

Coprocessor Design

To keep the communication overhead low, the coprocessor
communicates with the RAM directly via Direct Memory
Access. The coprocessor first reads two factors from RAM,
then performs a multiplication, and finally stores the result
back to the RAM. The addresses of the two factors and
the result are provided by the microprocessor. During the
calculation of the coprocessor, the microprocessor pauses.
Typical ECC coprocessors in literature have relatively high
area requirements, since they offer partial multiplications
with high bit lengths (i.e. mxm-bit [18] or mx1 -bit [14]). In
general, a mxn-bit binary multiplier requires m·n AND and
(m-1)·(n-1) XOR gates.
We propose using a 4x8-bit multiplier and calculating an
8x8-bit multiplication in two cycles with seven additional
XOR gatters (see Fig. 7). The multiplication algorithm
used executes about 440 8x8 bit multiplications. Hence, one
multiplication takes about 440 cycles longer using a 4x8bit multiplier. However, compared to a conventional 8x8bit multiplier this saves the area of 32 AND and 21 XOR
gatters.

3.6.2

Binary Field Multiplication and Reduction

The coprocessor features an own control logic to calculate
the binary field multiplication and reduction. The availability of additional hardware influences the choice of the
multiplication algorithm. If partial hardware multiplication
is supported, it is proposed to use Comba’s method [9].
The difference to the l-t-r multiplication is the order in
which the partial products are generated. Comba’s method
determines each word of the result C at a time proposed
in literature and includes two nested loops: the first one
calculates the words C[20] to C[40] and the second one determines the words C[0] to C[19]. Only one store operation
is required for every word of the result. This order of calculation favours an interleaved reduction. This means that
the higher words, which would require a reduction, are not

area-footprint. In addition, due to the usage of dedicated
hardware to calculate the field multiplication, the performance of the coprocessor variant is far above that of previous partitioning methods. Compared to the fastest pure
software approach a speed up of 3.5 was reached.
The results show that hardware extensions can almost always accelerate the execution time at the expense of area.
An exception is the coprocessor variant. Due to the algorithmic change, this solution offers both the fastest runtime
and the smallest area.
Figure 7: Construction of an 8x8-bit multiplication
with a 4x8-bit multiplication.
stored in the accumulator. They are directly reduced, which
is implemented in hardware requiring only 13 XOR-gatters.
For more information about Comba’s method, we refer to
[9] and [6].

4.

RESULTS

The previously presented methods have been implemented
and simulated. The software implementations were coded in
assembler and the hardware accelerators were implemented
at Register Transfer Level using the SystemVerilog language.
For area comparison the variants were synthesized in standard 220nm CMOS technology. The result of the synthesis
represented the space needed for the standard cell area. To
take place and route into account assumed 20% were added
to the cell area.
Table 1 summarizes the performance and area requirements
of the previously presented methods. Note that the given
areas do not include the microprocessor.
Table 1 illustrates that the binary field multiplication is the
most time-consuming field operation and is thus the determining factor for the overall performance. It accounts for
about 80% of the execution time without hardware accelerators. The low-area hardware extensions lead to significant
performance improvements of the field multiplication.
Compared to the standard l-t-r comb method with a window
size of w=4, the enhanced l-t-r comb method with a window
size of w=4 needs 148 bytes less RAM. However, it requires
105 bytes more RAM than the standard l-t-r comb method
with a window size of w=2, while decreasing the execution
time by 25%.
The next implemented variant is a combination of the virtual
addressing (VA) concept described above and the enhanced
l-t-r comb algorithm. Therefore, only slight adaptations of
the algorithm shown in Figure 5 were required. Adding the
virtual address logic causes a small additional area overhead (est. +1kGE), but the performance further improves
by 26%.
The two additional instructions lead to a negligible area
overhead and improve the computation performance even
further by 27% to 5.1 MCycles.
The coprocessor offers the best performance/area trade-off.
Since the availability of additional hardware features changed
the choice of the field multiplication algorithm, precomputation is no longer required. This approach reduced the size
of the required RAM to almost a half. Furthermore, the coprocessor lowered the ROM storage requirement by a factor
of 3.5. This is due to the outsourcing of the multiplication
logic to dedicated hardware. Hence, software code for the
field multiplication is no longer necessary. We determined
the area of the coprocessor with synthesis, which reported
1.41 kGE combinational and 0.64 kGE non-combinational
area. We assumed 20% additional area for routing overhead, which leads to a 2.13 kGE area-footprint. Additionally, VA logic for field addition was used (est. 0.3kGE). In
sum, the area reduction due to lower storage requirements
was larger than the additional introduced area of the coprocessor. As a consequence, this solution requires the smallest

5.

RELATED WORK

In recent years, many authors showed that RFID is ready for
hardware-based ECC. The most notable implementations
were presented by Batina et al. [3], Hein et al. [11], Kumar
et al. [15], Lee et al. [16], Wolkersdorfer et al. [23], and
Bock et al. [5]. They mainly use binary fields, require between 10.4 and 23.8 kGE area, and consume between 32.4
and 500 µW/M Hz of power.
A great deal of research has also been done in ECC on 8-bit
microprocessors. Most publications target Wireless Sensor
Networks (WSNs) and use the ATmega128 [2] processor.
Malan et al. investigated the feasibility of ECC over binary
fields in WSNs [17]. However, their implementation was
quite slow, requiring about 2,510 MCycles per authentication. Guara et al. showed in [10] that ECC offers significant
performance advantages compared to RSA on 8-bit architectures. Yan and Shi proposed a sophisticated inversion algorithm to speed up the ECC calculation [24]. Seo et al. [19]
proposed an approach for reducing the number of memory
accesses, which was then implemented assembly-optimized
in [13]. In [22], Wenger et al. built a low-area processor (6.5
kGE) for RFID applications and presented AES, Grøstl, and
ECC implementations.
Several papers describe how to accelerate software-based
ECC with dedicated hardware such as a coprocessor (e.g.,
[1, 14, 4]) or instruction set extensions (e.g., [20, 7, 9, 8]).
The presented ECC hardware/software architecture compares favourably with works described in the literature. Table 2 highlights different 8-bit ECC implementations. The
implementations over prime fields exploit the ATmega128’s
hardware multiplier. Guara et al. [10] reached considerable
performance results. However, they used a non-adjacent
form method for point multiplication. Wenger et al. [22]
presented a clone of the ATmega128 targeting resource- constrained RFID tags. The silicon footprint of their proposed
processor is 6.5 kGE, which is almost two times larger than
the processor we used. Our approach requires comparable
memory resources, but achieves much better performance
results.
The ECC calculations presented in [21] and [13] were also
performed over binary fields and could not take advantage of
the hardware multiplier. The implementation of Kargl et al.
[13] is comparable to ours, since they use a similar field and
point multiplication method. By fully utilizing the 32 registers available on the ATmega128, they reduced the number
of memory accesses and reached a runtime of 6.1 MCycles.
Thus, the execution time is faster than our pure software approach, but requires significantly more ROM. Furthermore,
we had only half as many GPRs at our disposal.
By using our presented hardware extensions, we achieve a
notable runtime performance, small memory requirements,
and maintain a high level of flexibility.

6.

CONCLUSION

ECC is well suited to security related resource-limited applications. However, current smart card and RFID tag solutions often focus on pure inflexible hardware ECC designs.
We offer design proposals for implementing ECC using a
lightweight 8-bit RFID processor. An effective enhancement
of a state-of-the art software-based binary field multiplication algorithm is presented. Furthermore, a novel ECC

Table 1: Area and performance comparison of implementation variants
Implementation
Variant
L-t-r mult. w=2
Enh. l-t-r mult. w=4
Enh. l-t-r mult.
w=4 & VA
Enh. l-t-r mult.
w=4 VA & ISE
Coprocessor & ISE

Code Size
[Byte]
3,205
3,123

(ROM)
[kGE]
3.41
3.32

RAM
[Byte] [kGE]
318
4.1
423
5.46

Binary
Add.
150
150

Field Operations
Squar. Red.
1,560
580
1,560
580

1

10.55

90

1,540

[Cycles]
Mult.
9,750
7,640

Mont. Mult.
[MCycles]
12.1
9.4

580

5,280

7.0

4.09

423

5.46

3,594

3.83

423

5.46

1

10.29

75

1,070

500

3,820

5.1

1,023

1.09

214

2.76

2.43

6.18

75

1,070

-

1,830

2.8

GF
p160

ROM
[kByte]
3.6

RAM
[Byte]
280

Runtime
[MCycles]
6.48

p160
p160
2163
2167

3.86
7.76
32.4
11

384
384
1741
>588

35.1
13.0
16.0
6.1

2163
2163
2163

3.05
3.51
1.02

423
423
214

9.7
5.1
2.8

hardware/software partitioning approach using virtual addressing is introduced. Additional hardware/software partitioning variants are outlined and evaluated.
Our approach is highly competitive regarding performance
and area. The fastest variant requires about 0.2s@13.56MHz
to calculate a challenge. This is about 4.6 times faster than
the most similar solution using a microprocessor to calculate
ECC on an RFID tag [22]. We showed that a software-based
development of ECC is practical for applications, such as
brand protection, which are not very time critical.
Our future work includes an analysis of the proposed implementation methods in the light of side-channel attacks and
power consumption.
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7.

Area
[kGE]
7.51
8.92

3,840

Table 2: Comparison to 8-bit ECC implementations
available in literature
Implementation
Variant
Guara et al.[10]
Wenger et al.[22]
Slowest version
Fastest version
Szczechowiak et al.[21]
Kargl et al [13]
Our implementation
Pure software
VA and ISE
Coprocessor

Ext.
[kGE]
-
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